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Figure 1: Radar re-simulation with DyRAD. From recorded radar measurements, poses,
and object boxes, DyRAD reconstructs dynamic scenes supporting novel viewpoints, sensor-
configuration changes, and scene editing. Right: Higher RAD PSNR and detection hit rate than
both baselines on RADIal, on-path and after a 2m lateral-shift round trip. See the project page at
https://dyrad-nvs.github.io for videos, code, and more results.

ABSTRACT

Reconstructing dynamic driving scenes from recorded sensor data supports
closed-loop evaluation of autonomous driving systems by synthesizing observa-
tions beyond the original trajectory. Unlike cameras and LiDAR, radar measures
radial velocity directly through Doppler. Yet existing radar novel-view synthesis
fails to exploit this capability: methods addressing dynamic scenes reconstruct
only range–azimuth tensors, while methods that render Doppler assume static
scenes. Moreover, because radar processing spreads each reflection across multi-
ple bins, existing representations absorb this spread into scene geometry, causing it
to render incorrectly when the viewpoint moves. We present DyRAD, which mod-
els dynamic driving scenes using static background reflectors and motion-tracked
dynamic point reflectors to render complete range–azimuth–Doppler (RAD) ten-
sors. Reflector velocities are derived from object tracks and projected onto the
line of sight, making Doppler both a rendered output and supervision for those
tracks. Crucially, we render reflectors through a fixed analytic point-spread func-
tion (PSF) derived from the radar’s signal-processing chain, preventing sensor-
induced spread from being baked into the scene representation. Beyond improving
scene reconstruction, this separation also enables zero-shot sensor-configuration
transfer, allowing the same reconstructed scene to be rendered under different
radar specifications without refitting. We evaluate DyRAD on RADIal, Boreas,
and a synthetic benchmark across both on-path poses and displaced viewpoints
untested by prior work. On RADIal, DyRAD recovers radar detections in 90.7%
of reference-detected objects, compared with 26.9% for the strongest baseline.

1 INTRODUCTION

Accurate sensor simulation is critical for training and evaluating automotive systems. Reconstruct-
ing dynamic driving scenes from recorded sensor data supports this goal by enabling realistic ob-

1

https://dyrad-nvs.github.io
https://dyrad-nvs.github.io


servations to be synthesized beyond the original trajectory. Capturing radar measurements is par-
ticularly important given radar’s distinct capabilities within a vehicle’s sensor suite: direct radial
velocity measurements via Doppler and robust operation under adverse weather. Yet its sparse mea-
surements and limited spatial resolution make reconstruction particularly challenging. Received
power varies with range and viewing aspect, while Doppler shifts depend on relative sensor–object
motion. Re-simulation must therefore recover the scene from measurements that couple sensor pose,
object dynamics, and signal processing.

Neural scene representations such as NeRF (Mildenhall et al., 2021) and 3D Gaussian Splat-
ting (Kerbl et al., 2023) now support novel-view synthesis (NVS) of dynamic driving scenes for
camera and LiDAR (Yan et al., 2024; Chen et al., 2025; Turki et al., 2026), with related approaches
emerging for radar (Borts et al., 2024; Kung et al., 2025; Zhang et al., 2026; Huang et al., 2024).
Three capabilities, however, remain unexplored: 1) reconstructing dynamic scenes together with
their Doppler signature, 2) recovering scene structure rather than the sensor’s own response, and 3)
evaluating synthesis beyond the recorded trajectory.

1) Dynamics and Doppler. Radar measures motion through Doppler, a property routinely exploited
in radar perception (Haitman & Bialer, 2025; Ding et al., 2024; Musiat et al., 2024; Paek et al.,
2022). Yet existing radar NVS methods discard this measurement where it matters most: methods
addressing dynamic driving scenes reconstruct only range–azimuth (RA), omitting Doppler (Zhang
et al., 2026). Methods that render Doppler assume static environments, where it arises solely from
sensor motion (Huang et al., 2024; Chen et al., 2026; Kung et al., 2026). No existing radar NVS
method reconstructs dynamic driving scenes from complete RAD measurements while using ren-
dered Doppler to constrain object motion.

2) Separating the scene from the sensor. A radar measurement is not a direct picture of the
scene: the radar’s signal-processing chain spreads each reflector’s return across range, azimuth, and
Doppler bins, as described by its point-spread function (PSF). Although existing methods estimate
occupancy or transmittance to recover scene structure (Kung et al., 2025; Borts et al., 2024), the
spatial extent of that structure is learned directly from the measurements. A broad return can there-
fore be explained by a broad scene element rather than the sensor’s PSF, leaving scene structure
entangled with sensor-induced spread. Once absorbed into the scene representation, this spread be-
haves like static geometry rather than a measurement artifact, causing it to render incorrectly from
displaced viewpoints. Recovering true scene structure therefore requires explicitly modeling the
sensor’s response from its signal-processing chain. Furthermore, isolating the sensor response in
this way unlocks a capability prior methods cannot provide: resimulating the recovered scene under
a different sensor configuration by simply swapping the analytic PSF.

3) Evaluating away from the recorded path. Existing radar NVS evaluates only at held-out frames
along the driven trajectory (Borts et al., 2024; Kung et al., 2025; Zhang et al., 2026). Because these
test frames sit right between nearly identical training poses, interpolating directly in measurement
space can score just as well as a correct forward model. As a result, this protocol fails to test
synthesis at displaced viewpoints, which are precisely what closed-loop simulation requires.

To close these gaps we propose DyRAD, a dynamic point-reflector scene representation coupled
with a differentiable, physics-grounded RAD renderer. Radar returns originate from discrete scatter-
ing centers, so we represent the scene as zero-extent point reflectors whose positions, base reflected
power, and aspect-dependent reflectivity are optimized from the measurements. Static reflectors rep-
resent the background, while dynamic reflectors follow learned rigid object tracks initialized from
bounding boxes. We derive reflector velocities from these tracks and project relative sensor–reflector
motion onto the line of sight to render Doppler. Jointly optimizing the reflectors and tracks against
recorded RAD measurements makes Doppler both a rendered output and a constraint on those tracks.

We address the second gap by explicitly modeling the sensor’s response. Each point reflector is
rendered through a sensor-specific PSF across range, azimuth, and Doppler, derived from the radar’s
signal-processing chain and held fixed throughout optimization. Using zero-extent reflectors with
a fixed sensor response constrains how measurement spread is explained, reducing ambiguity be-
tween scene structure and sensor-induced blur. This makes rendering at sensor poses away from the
driven trajectory a forward model rather than interpolation in measurement space, and it makes the
recovered scene portable across sensors (Fig. 1).
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We evaluate DyRAD on RADIal, Boreas, and a synthetic benchmark, testing reconstruction at held-
out poses along the recorded trajectory as well as at displaced viewpoints; the latter addressing the
third gap. We assess displaced views directly against synthetic ground truth and through a render-
and-refit cycle on real data. On RADIal, DyRAD increases full-RAD correlation from 0.068 to 0.272
and foreground hit rate from 26.9% to 90.7% over the strongest respective baselines. Ablations
show that Doppler supervision reduces vehicle Doppler peak error by 60% relative to RA-only
fitting, while fixing the analytic PSF more than doubles joint detection recall compared with learning
Gaussian extents or the PSF. Finally, the same reconstructed scene supports coarse-to-fine sensor-
configuration transfer without refitting, improving object-region RAD PSNR and nearly doubling
detection F1 over linear upsampling.

Our main contributions are as follows:

1. Physics-grounded RAD rendering of dynamic scenes. To our knowledge, we introduce the
first radar NVS method to render Doppler for dynamic driving scenes. We reconstruct scenes
as static and dynamic point reflectors following rigid object tracks and render complete RAD
tensors with Doppler derived from relative sensor–reflector motion.

2. Decoupling scene structure from sensor response. We render point reflectors through a fixed,
sensor-specific PSF, separating scene structure from sensor-induced spread. This improves
object-region reconstruction and detection while also enabling the same scene to be rendered
under alternative radar configurations without refitting.

3. Off-path evaluation for radar novel-view synthesis. Prior radar NVS evaluates only along
the recorded trajectory, testing interpolation rather than true spatial generalization. We intro-
duce off-path evaluation via displaced ground-truth views in a synthetic benchmark and a cycle-
consistency protocol adapted to real radar recordings.

2 RELATED WORK

2.1 NOVEL-VIEW SYNTHESIS FOR DYNAMIC DRIVING SCENES

Reconstructing driving scenes from recorded data has become an established approach to sensor
simulation for autonomous driving. Once reconstructed, a scene can be rendered along new ego
trajectories, enabling training and closed-loop evaluation beyond the recorded drive (Tancik et al.,
2022; Manivasagam et al., 2020; Yang et al., 2023; Tonderski et al., 2024). Early neural approaches
focused on static camera scenes (Tancik et al., 2022; Rematas et al., 2022), later extending to dy-
namic driving environments (Turki et al., 2023; Yang et al., 2024; Yan et al., 2024; Chen et al., 2025).
Reconstruction-based simulation also expanded to LiDAR, progressing from static (Manivasagam
et al., 2020; Huang et al., 2023) to dynamic scenes (Wu et al., 2024; Zheng et al., 2024), and sub-
sequently to joint camera–LiDAR rendering (Yang et al., 2023; Tonderski et al., 2024; Hess et al.,
2025; Turki et al., 2026). For camera and LiDAR, dynamic driving scenes can now be reconstructed
and replayed from viewpoints that were never driven. Our work makes this possible also for radar.

2.2 RADAR RECONSTRUCTION AND DOPPLER

Radar novel-view synthesis. Radar reconstruction has developed along similar lines as its camera
and LiDAR counterparts. Radar Fields (Borts et al., 2024) and RadarSplat (Kung et al., 2025)
reconstruct RA measurements of static driving scenes, the former with a frequency-space neural
field, the latter with Gaussian primitives combining modeling of radar noise and multipath effects.
RF4D (Zhang et al., 2026) extends the Radar Fields framework to dynamic driving scenes through a
spatiotemporal field and a scene-flow module that predicts motion offsets between adjacent frames.
Yet it too reconstructs RA alone. NeuRadar (Rafidashti et al., 2025) extends joint camera–LiDAR
rendering of dynamic driving scenes to radar point clouds, but renders radar as sparse detections
without Doppler information rather than as raw, dense measurements.

Doppler as a motion cue. Doppler has been used as an input motion cue for visual scene recon-
struction, as in 4DRadar-GS (Tang et al., 2025), which uses per-point radar velocities but does not
render radar measurements. Other methods render Doppler but assume static environments (Huang
et al., 2024; Chen et al., 2026; Kung et al., 2026), where it arises solely from sensor motion. We
instead reconstruct dynamic driving scenes directly from full RAD measurements, where Doppler
is both rendered and used to refine the object motion that produced it.
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Figure 2: DyRAD overview. Inputs: recorded RAD tensors, sensor poses, object bounding-boxes,
and radar processing information when available. Initialization: measurements and annotations
initialize the scene; processing information defines the fixed sensor response. Optimization: the
differentiable RAD renderer jointly fits reflectors and object tracks to recorded measurements. In-
ference: the optimized scene produces RAD predictions Ŷ(t⋆,P⋆) at query times and sensor poses.
Solid gray arrows show data flow; dashed red arrows show gradient flow.

2.3 SENSOR MODELING IN NEURAL RENDERING

Neural rendering has repeatedly improved by replacing an idealized sensor with a model of how
the measurement is actually formed. Methods account for sampling footprints and beam diver-
gence (Barron et al., 2021; Huang et al., 2023), processing and blur (Mildenhall et al., 2022; Ma
et al., 2022), and appearance variation (Martin-Brualla et al., 2021). Radar reconstruction addi-
tionally accounts for propagation, antenna gain, and range–Doppler geometry (Borts et al., 2024;
Huang et al., 2024; Chen et al., 2026; Armouti et al., 2026), as well as speckle and multipath (Kung
et al., 2025). Measurement spreading has been addressed through PSF convolution for simula-
tion (Bialer & Haitman, 2024), range smoothing and antenna-profile convolution (Kung et al., 2025),
and Doppler soft binning (Kung et al., 2026). We instead represent the scene using static and dy-
namic point reflectors coupled with a fixed, sensor-specific RAD PSF, explicitly separating sensor-
induced measurement spread from the learned scene representation.

3 METHOD

Method Overview. DyRAD reconstructs dynamic driving scenes from radar measurements to syn-
thesize RAD tensors at novel sensor poses (Fig. 2). We represent the scene using static and dynamic
point reflectors, with dynamic reflectors following rigid object tracks (Sec. 3.1). We couple this rep-
resentation with a differentiable renderer that maps reflectors to radar measurements through a fixed
sensor-specific response (Sec. 3.2). We initialize the reflectors and tracks from radar measurements
and object bounding boxes, then jointly optimize them to reproduce the observations (Sec. 3.3).

Problem Setting. We are given a sequence of radar measurements {Yt}Tt=1 and corresponding
sensor poses {Pt}Tt=1. Each RAD tensor Yt ∈ RD×R×A

≥0 records return strength over D radial-
velocity bins, R range bins, and A azimuth bins. We obtain RA and RD projections by averaging
over Doppler and azimuth, respectively; for sensors without Doppler, we reconstruct RA maps. We
additionally assume dynamic-object bounding-box annotations at a subset of frames, a common in-
put in dynamic driving-scene reconstruction (Yan et al., 2024; Chen et al., 2025). These annotations
initialize object tracks, providing spatial and motion information that is difficult to infer from sparse
radar returns alone. Since the measurements do not resolve elevation, we model geometry and mo-
tion in the ground plane, with sensor poses defined by planar position and heading. Our goal is to
synthesize measurements Ŷ(t⋆,P⋆) at a query time t⋆ and sensor pose P⋆.

3.1 SCENE REPRESENTATION

Scene Primitives. We represent the scene as N point reflectors with learned positions and reflec-
tivities. Reflectors have no spatial extent; the renderer models sensor-induced spreading through a
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fixed PSF. We partition the reflectors into a static background and M dynamic objects, with reflec-
tors within each object sharing a rigid motion. The scene is then: S =

{︁(︁
xi(·), oi,ηi, qi

)︁}︁N

i=1
,

where xi(t) ∈ R2 is reflector i’s world-space position at time t. The learned logit oi ∈ R de-
fines reflector i’s base reflected power αi = σ(oi) ∈ (0, 1). ηi ∈ RK contains spherical-harmonic
coefficients for view-dependent reflectivity. The assignment qi ∈ {0, . . . ,M} identifies the static
background (qi = 0) or a dynamic object (qi > 0).

Motion Modeling. Following prior dynamic driving-scene reconstruction (Yan et al., 2024; Chen
et al., 2025), we represent each moving object by a planar rigid track (Fig. 3).

Object j has one learned track point cj,k ∈ R2 per
training timestamp tk, with the first point defining
its reference-frame origin. For t ∈ [tk, tk+1], we
linearly interpolate cj,k and cj,k+1 to obtain its
position pj(t). We estimate its orientation from
the direction of travel using neighboring track
points and interpolate it between timestamps. The
rotation Rj(t) describes the change in orientation
relative to the object’s initial orientation. Reflec-
tor i’s world-space position is then:

xi(t) =

{︄
xi, qi = 0,

pj(t) +Rj(t)µi, qi = j > 0.
(1)

where xi is a static reflector’s learned world-space
position and µi is a dynamic reflector’s learned
position in its object’s reference frame.

Motion model of object 𝑗 at time 𝑡 ∈ [𝑡! , 𝑡!"#]

Reflector 𝑥! 𝑡

Distance from object center |𝜇!|

Bounding box (annotation)

Track 𝑝"(𝑡)

Velocity 𝐯" 𝑡 (LS Slope)

points contributing to 𝐯" 𝑡

Track points (learned)

𝑐,,!.#
𝑐,,! 𝑐,,!"#

𝑐,,!"/

Figure 3: Object motion along a learned
track. Four neighboring track points estimate
translational velocity. Reflectors follow the
track’s translation and relative rotation, preserv-
ing their object-frame coordinates µi.

3.2 PHYSICS-GROUNDED RAD RENDERING

We render RAD tensors by projecting reflectors into sensor coordinates, computing their Doppler,
applying the sensor-specific PSF, and accumulating their contributions. The pipeline is differentiable
and implemented in CUDA for efficiency.

Reflector Projection. At time t, we transform each reflector’s world-space position into the
sensor frame using pose P and compute its range ri, azimuth ϕi, and unit viewing direction
di from the sensor to the reflector. We model view-dependent reflected power as: ρi(di) =

αi exp
(︂∑︁K−1

k=0 ηi,kBk(di)
)︂
, where Bk is the k-th real spherical-harmonic (SH) basis function.

We fix the degree-zero coefficient to ηi,0 = 0 to avoid redundancy between the constant harmonic
and the base reflected power αi.

Doppler. Doppler measures relative sensor–reflector velocity along the line of sight. Let vi(t) de-
note reflector i’s world-space velocity. Static reflectors have vi(t) = 0. For dynamic reflectors, we
derive vi(t) from the learned object track, accounting for changes in both position and orientation.
We estimate the object’s translational velocity as the slope of a linear fit to four neighboring object
track points (Fig. 3) and additionally include the velocity induced by changes in object orientation.
We obtain ego sensor velocity vs(t) from the dataset when available and otherwise estimate it from
timestamped sensor poses. A reflector’s radial velocity is then νi(t) = sD · r̂i(t)⊤

(︁
vi(t)− vs(t)

)︁
,

where r̂i(t) is the unit vector from the sensor to reflector i and sD ∈ {−1, 1} accounts for the
sensor’s Doppler sign convention.

Radar Doppler measurements are periodic: radial velocities outside the sensor’s unambiguous in-
terval wrap back into it, so different radial velocities can produce the same Doppler coordinate. We
reproduce this behavior by wrapping νi(t) into this interval, yielding the rendered coordinate ˜︁νi(t).
Sensor Response. The sensor’s PSF determines how each reflector’s return spreads across range,
azimuth, and Doppler axes. We model reflector i’s contribution as:

ψi(r, ϕ, ν) = ρi(di)hR(r − ri)hA(ϕ, ϕi)hD(ν − ˜︁νi(t)), (2)
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where ρi(di) is its view-dependent reflected power, and hR, hA, and hD describe the sensor’s
spread kernel along each axis, where each captures range-FFT leakage, the azimuth beamformer
response, and the Doppler-processing response, respectively. The Doppler kernel hD is periodic,
wrapping responses across the measured interval’s boundaries. The azimuth kernel depends on both
the evaluated angle ϕ and the reflector angle ϕi, allowing the PSF to vary across viewing directions.

All kernels are computed before scene optimization and remain fixed. We derive them from the
signal-processing chain when available, and approximate otherwise (Appendix Sec. A.1).

Rasterization. Unlike depth-ordered alpha compositing in camera rendering, radar signal forma-
tion involves the superposition of echoes from multiple reflectors. We approximate it by summing
reflected powers incoherently. We form the RAD tensor by summing the contributions of all reflec-
tors’ responses at the sensor’s sampling grid: Ψ(t,P)[ℓ,m, n] =

∑︁N
i=1 ψi(rm, ϕn, νℓ), where rm,

ϕn, and νℓ are the range, azimuth, and Doppler coordinates of cell [ℓ,m, n].

Finally, we convert this power tensor to the recorded intensity representation (e.g., amplitude, power,
or log-compressed power), incorporating a sensor-specific measurement floor to account for the
nonzero background. This floor is determined during preprocessing and held fixed throughout opti-
mization. The resulting tensor is our prediction Ŷ(t,P).

3.3 SCENE INITIALIZATION AND OPTIMIZATION

Initialization. We associate object bounding boxes across frames to initialize tracks and use the
boxes to separate dynamic-object regions from the static background. Each track contains one point
per training frame, initialized from annotated locations where available and linearly interpolated
otherwise. We initialize background reflectors from peaks in Doppler-averaged RA maps. For each
dynamic object, we extract peaks within its bounding box from the Doppler bin with the strongest
response at its annotated location.

We project the peaks onto the ground plane and accumulate them across frames retaining background
peaks in world coordinates and aligning dynamic peaks to their object’s reference frame using the
initialized tracks. We merge nearby peaks with the same object assignment to obtain the initial
reflectors. Appendix Sec. B.1 provides details and an illustration.

Optimization. We jointly optimize the reflector parameters and track points using L = Lrec +
λintLint, where Lrec is the mean squared error between predicted and recorded RAD tensors (or RA
maps for sensors without Doppler). Inspired by RegNeRF (Niemeyer et al., 2022), the interpolation-
consistency loss Lint regularizes predictions between training frames. We sample a time t̃ between
adjacent training timestamps t0 and t1 and interpolate the sensor pose to obtain P̃. We compare the
predicted RA map with the neighboring measurements’ average after spatial smoothing:

Lint =

⃦⃦⃦⃦
G
(︂
ΠRA

(︁
Ŷ(t̃, P̃)

)︁)︂
− G

(︃
ΠRA(Yt0) + ΠRA(Yt1)

2

)︃⃦⃦⃦⃦
1

, (3)

where ΠRA averages over Doppler and G applies a fixed spatial Gaussian blur. This provides a coarse
appearance constraint at intermediate timesteps. We apply it only to RA, since the neighboring-
frame average does not specify intermediate object positions or Doppler profiles. We evaluate its
effect in the ablation studies (Sec. 4.4), with full results in Appendix Sec. D.

Densification. During optimization, we periodically extract peaks from positive reconstruction
residuals and add static-background reflectors where no nearby reflector exists. Additional details
and hyperparameters are provided in Sec. B.3 of the appendix.

4 EXPERIMENTS

We encourage readers to explore the project page, which provides videos of all real-data off-path
and synthetic experiments.

4.1 EXPERIMENTAL SETUP

Datasets. We evaluate on two real-world datasets, RADIal (Rebut et al., 2022) and Boreas (Bur-
nett et al., 2023), and one synthetic benchmark. Our primary benchmark uses ten 60-frame RADIal
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Table 1: On-path evaluation. Mean ± sample standard deviation across ten RADIal sequences and
three Boreas sequences. ∗ indicates Doppler lifted RA-only baselines. Full results in Sec. C.2.

RADIal: RAD reconstruction RADIal: detection Boreas: RA reconstruction

Method PSNR↑ ρ ↑ ρobj ↑ CD [m] ↓ F1 ↑ Hit rate ↑ PSNR↑ ρ ↑ ρobj ↑
RadarSplat∗ 23.56±0.85 0.068±0.028 −0.010±0.057 6.53±5.82 0.073±0.048 0.036±0.067 23.92±1.07 0.666±0.036 0.178±0.249

RadarFields∗ 23.13±1.23 0.015±0.009 −0.011±0.051 6.97±0.96 0.016±0.007 0.269±0.245 19.96±0.84 0.279±0.078 0.016±0.128

DyRAD-static 25.67±0.95 0.213±0.054 −0.013±0.072 4.71±1.29 0.123±0.041 0.070±0.083 25.31±0.90 0.749±0.018 0.278±0.217

DyRAD 25.88±0.95 0.272±0.062 0.658±0.070 4.01±1.02 0.179±0.041 0.907±0.086 25.36±0.90 0.752±0.017 0.622±0.130

sequences, with raw radar measurements, vehicle annotations, and ego-motion measurements, sup-
porting full-RAD reconstruction and evaluation of scene dynamics. For Boreas, we use three 50-
frame sequences. Its 360◦ spinning Navtech radar provides RA measurements without Doppler, test-
ing reconstruction in the baselines’ native sensor setting and complementing RADIal’s front-facing
radar. Finally, we construct five synthetic scenes with an idealized RADIal-format sensor model to
obtain ground-truth measurements at displaced poses for direct off-path evaluation. We will release
the synthetic benchmark, including off-path ground-truth measurements, to support future research.
Implementation details and the generation procedure are provided in Appendix Sec. C.4.

Baselines. We compare with RadarSplat (Kung et al., 2025), and RadarFields (Borts et al., 2024),
which reconstruct static scenes and predict RA measurements. We use their published configurations
on Boreas and adapt them to RADIal’s sensor geometry and resolution. For RAD reconstruction and
detection evaluation, we assign Doppler assuming a static scene and using the sensor’s ego-motion;
these results are marked with an asterisk. We omit RF4D (Zhang et al., 2026) because its released
code is “still under checking”. We also evaluate DyRAD-static, which retains our point-reflector
representation and renderer but treats all reflectors as static and omits bounding-box separation dur-
ing initialization. Comparing this variant with the full model measures the combined benefit of
object separation and motion modeling.

Metrics. Reconstruction. Following RadarSplat and RadarFields, we report PSNR and
SSIM (Wang et al., 2004) over full measurements and object regions of RAD, RA, and RD, and
full-measurement LPIPS (Zhang et al., 2018) over full RA and RAD measurements. However,
agreement at the noise floor can dominate these global scores in sparse radar data (Sec. C.1). We
therefore report Pearson correlation, a scale-invariant measure of structural agreement. ρ and ρobj
denote correlation over full measurements and object regions, respectively.

Detection. To assess whether synthesized measurements preserve usable radar returns, we apply
identical RD-CFAR detection to reference and synthesized RAD tensors and compare the resulting
point clouds using metrics adapted from RadarGen (Borreda et al., 2026). We report spatial Chamfer
distance (CD), joint F1 over position, Doppler, and power, and foreground hit rate: the fraction
of reference-occupied annotated boxes also containing predicted detections. Detection evaluation
covers RADIal and synthetic data; Boreas lacks the Doppler dimension required by RD-CFAR.
Metric definitions and additional results appear in Appendix Sec. C.

4.2 NOVEL VIEW SYNTHESIS

On-Path Evaluation. Following prior work (Kung et al., 2025; Borts et al., 2024), we hold out
every fifth frame and exclude its measurements and bounding boxes from initialization and opti-
mization (Table 1). Our static variant already improves reconstruction over both baselines, includ-
ing in their native RA output: on RADIal, DyRAD-static achieves correlation 0.533, compared with
0.291 for RadarSplat and 0.055 for RadarFields. However, this stronger aggregate reconstruction
still misses most vehicle returns. Moving from DyRAD-static to the full model increases full-RAD
correlation from 0.213 to 0.272, while object-region RAD correlation rises from −0.013 to 0.658
and foreground hit rate from 7.0% to 90.7%. On Boreas, the gap over RadarSplat is smaller in
full-measurement correlation (0.752 versus 0.666) than within object regions (0.622 versus 0.178).
These results support the benefit of explicit object modeling even without Doppler supervision. Fig-
ure 4 provides qualitative examples on both datasets, with enlarged regions highlighting vehicle
returns that DyRAD preserves but the static variant and baselines weaken or miss.

Real-Data Off-Path Evaluation. Without ground-truth measurements at displaced viewpoints, we
adopt the cycle-consistency protocol of Neural LiDAR Fields (Huang et al., 2023). We fit each

7



ρ 0.750
ρobj 0.909

0.67 ρ 0.517
ρobj 0.251

0.47 ρ 0.347
ρobj 0.000

0.34 ρ 0.039
ρobj -0.067

0.01

ρ 0.644
ρobj 0.942

0.47 ρ 0.582
ρobj 0.204

0.42 ρ 0.470
ρobj 0.357

0.47 ρ 0.081
ρobj -0.001

0.15

ρ 0.76
ρobj 0.83

ρ 0.75
ρobj 0.35

ρ 0.66
ρobj 0.24

ρ 0.22
ρobj -0.13

GT DyRAD DyRAD-static RadarSplat RadarFields

R
A

D
Ia

l
B

or
ea

s

Figure 4: On-path reconstruction on RADIal and Boreas. The top two rows show held-out
RADIal frames with RA (left) and RD (right) projections; the bottom row shows a held-out Boreas
RA frame in Cartesian bird’s-eye view. White boxes mark objects, with selected regions enlarged
in the insets. DyRAD preserves object returns that the static variant and baselines weaken or miss,
even when surrounding scene structure appears similar.

Table 2: Real-data off-path evaluation. Reconstruction at the original poses after a 2m lateral-
shift round trip. Mean ± sample standard deviation across ten RADIal sequences and three Boreas
sequences. ∗ indicates Doppler lifted RA-only baselines. See the project page for off-path videos
and Sec. C.3 for full quantitative results.

RADIal: RAD reconstruction RADIal: detection Boreas: RA reconstruction

Method PSNR↑ ρ ↑ ρobj ↑ CD [m] ↓ F1 ↑ Hit rate ↑ PSNR↑ ρ ↑ ρobj ↑
RadarSplat∗ 23.92±0.85 0.076±0.032 −0.004±0.053 6.35±4.75 0.077±0.050 0.064±0.065 24.29±1.16 0.689±0.042 0.211±0.237

RadarFields∗ 24.43±0.75 0.023±0.018 −0.011±0.048 9.19±6.07 0.027±0.020 0.181±0.183 21.09±1.28 0.538±0.081 0.095±0.123

DyRAD-static 26.41±0.73 0.335±0.054 0.056±0.064 3.47±0.61 0.210±0.042 0.209±0.144 24.45±0.62 0.741±0.007 0.261±0.215

DyRAD 26.53±0.74 0.363±0.052 0.536±0.077 3.25±0.57 0.236±0.040 0.917±0.101 24.51±0.62 0.744±0.009 0.641±0.165

method to the recordings, render a trajectory shifted laterally by 2m, and train a new instance on
those renders. Its predictions at the original poses and training timestamps are then compared with
the real recordings; scores are therefore not directly comparable to the held-out on-path results. This
tests whether scene information remains recoverable through displaced rendering and refitting; di-
rect off-path accuracy is evaluated separately on synthetic data. DyRAD achieves the best means
across the metrics in Table 2. On RADIal, it substantially outperforms the prior baselines in both
reconstruction and detection, recovering detections in 91.7% of reference-detected objects, com-
pared with 18.1% for the strongest prior baseline on this measure, and 20.9% for the static model.
On Boreas, RadarSplat nearly matches our PSNR (24.29 versus 24.51 dB), yet its object-region RA
correlation is substantially lower (0.211 versus 0.641). The object-reconstruction benefit observed
on-path thus persists through displaced rendering and refitting, including in the baselines’ native RA
setting without Doppler supervision.

Synthetic Off-Path Evaluation. We directly assess off-path accuracy by fitting each method to
five synthetic scenes and evaluating without refitting at lateral offsets of −1.75, +1.75, and +3.5m
and yaw offsets of +5◦ and +10◦. Across the 25 scene–offset pairs, DyRAD achieves the highest
mean correlation scores, globally and within objects. Object-region RAD correlation reaches 0.356,
compared with 0.161 for DyRAD-static and 0.086 for RadarFields, the strongest prior baseline,
demonstrating improved object reconstruction at displaced viewpoints. CD is nearly identical to
RadarSplat’s (5.13 versus 5.14m), but joint detection F1 is substantially higher (0.227 versus 0.106),
indicating better agreement in location, Doppler, and power despite similar spatial distances. F1 is
close to DyRAD-static (0.223), whereas foreground hit rate is much higher: 74.6%, compared with
22.4% for DyRAD-static and 36.0% for RadarSplat. However, this greater coverage comes with
more reference-empty annotated boxes containing predicted detections: 4.9 on average, versus 0.7
and 3.4, respectively. Videos of all synthetic scenes and evaluated offsets appear on the project page;
the generator and full results are described in Sec. C.4.
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4.3 ADDITIONAL CAPABILITIES

Separating the scene from the sensor response enables sensor-configuration transfer without retrain-
ing. We demonstrate coarse-to-fine transfer using two configurations processed from the same raw
ADC recordings. After fitting to coarse measurements, we replace the PSF and sampling grid with
the finer configuration’s, keeping scene parameters fixed. Against real fine-resolution measure-
ments, direct rendering reduces CD from 7.27 to 3.20m and increases F1 from 0.101 to 0.195 over
linear upsampling of the same model’s coarse renders. It also improves object-region RAD PSNR,
although upsampling scores higher on most correlation and SSIM metrics. These detection gains
without refitting suggest that the learned reflectors capture scene structure beyond the coarse mea-
surement resolution. Details and full results appear in Appendix E. Additionally, the explicit scene
and motion representation supports scene editing, demonstrated qualitatively in Fig. 1.

4.4 ABLATION STUDIES

We ablate Doppler supervision, interpolation consistency, and PSF modeling under the RADIal on-
path and off-path protocols. Complete results appear in Tables 12 15 in Sec. D of the appendix.

Doppler supervision. Doppler supervision raises joint detection F1 from 0.144 to 0.179 on-path
and from 0.120 to 0.236 off-path, while reducing object Doppler peak error from 1.843 to 0.732
bins and from 2.264 to 1.375 bins, respectively. Yet foreground hit rate remains nearly unchanged
under both protocols: bounding-box initialization and RA-only fitting already recover vehicle cov-
erage, while Doppler supervision refines the velocity structure of those returns. Object-region RAD
correlation also increases from 0.504 to 0.658 on-path and from 0.389 to 0.536 off-path, at the cost
of reductions of 0.055 and 0.033 in full-measurement RA correlation, respectively.

Interpolation consistency. On-path, the loss improves RA, RD, and RAD correlation by 0.219,
0.143, and 0.051 and precision from 0.162 to 0.233, with little change in recall or vehicle coverage.
Off-path, it improves RA PSNR by 1.50 dB and SSIM by 0.109, but lowers RAD correlation (0.447
to 0.363) and F1 (0.296 to 0.236), both still above all baselines. The loss regularizes intermediate
timestamps evaluated on-path, whereas off-path evaluation uses the training timestamps. We retain
it to balance temporal interpolation and RA fidelity against off-path RAD fidelity.

PSF modeling. We compare the fixed sensor-derived PSF with Gaussian primitives with learned
extent and point reflectors with learned PSF bandwidths. On-path, the fixed PSF more than doubles
detection recall relative to either alternative, improving F1 at similar precision. Off-path, F1 reaches
0.236, versus 0.074 for learned extent and 0.124 for learned bandwidths. Across both protocols, the
fixed PSF also improves object-region correlation in RA, RD, and RAD, despite lower full-RAD
PSNR and SSIM. These results support fixing the sensor response rather than allowing learnable
spread to compensate for errors in reflector placement and reflectivity.

5 CONCLUSION, LIMITATIONS, AND FUTURE WORK

We presented DyRAD, a method for synthesizing complete RAD measurements of dynamic driv-
ing scenes from novel viewpoints. It combines static and motion-tracked point reflectors with a
fixed sensor response, separating scene structure from measurement spreading. This formulation
improves object reconstruction and detection in both on-path and off-path evaluations and enables
sensor-configuration changes without refitting the scene. To our knowledge, it is the first radar NVS
method to reconstruct dynamic driving scenes with Doppler measurements.

Several limitations remain. Reflector-to-object assignments rely on object annotations and remain
fixed during optimization, even as tracks and reflector positions are refined. Jointly refining these
assignments could help correct initialization errors, while modeling multipath and speckle noise
could improve measurement realism. While our formulation supports 3D reconstruction, in this
work we use a ground-plane implementation because the evaluated measurements lack elevation.
Future work may evaluate elevation-resolving radar and explore transfer across physical sensors,
beyond the processing configurations demonstrated here.
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A RADAR SIGNAL FORMATION

A.1 SENSOR-SPECIFIC PSF CONSTRUCTION

A localized reflector produces a response across multiple measurement bins because of the radar’s
acquisition and signal-processing chain. This spreading is a sensor property: changing the recon-
structed scene should change the reflectors, not the response applied to them. We therefore construct
the sensor response before scene optimization and hold it fixed. For RADIal, we use its known
processing operations and calibration table. For Boreas, where these are unavailable, we use an
approximate response with fixed parameters selected from sensor specifications and validation data.
For the synthetic data we use the same formulation as in RADIal.

RADIal. We construct the kernels from RADIal’s reference processing (Rebut et al., 2022). Range
and Doppler use Hamming-windowed FFTs. We approximate their normalized power responses
with the corresponding analytic Hamming-FFT kernel, evaluated over a five-bin neighborhood.

RADIal separates its transmitters through phase codes that shift their returns by multiples of 16
Doppler FFT bins. From the 256-bin spectrum, we gather the transmitter channels using RADIal’s
prescribed shifts and retain 16 reduced Doppler offsets. We do not disambiguate individual re-
turns onto the original 256-bin grid. Gathering compensates for the transmitter shifts, leaving the
Hamming-FFT response modeled by our Doppler kernel; Doppler indices wrap around the reduced
grid.

For azimuth, we compute each source direction’s response through RADIal’s calibrated beamformer,
including its antenna window, then square the magnitude and normalize the peak. This preserves the
response’s dependence on viewing direction. We use the same elevation slice as RADIal’s reference
RA processing (index 5, corresponding to +1◦) for both measurement preprocessing and kernel
construction. All kernels remain fixed during scene optimization.

Boreas. The processing chain is unavailable, so we approximate the range and azimuth responses
using fixed, tapered sinc-squared kernels:

hu(x) = sinc2(x/wu)
1 + cos(πx/ku)

2
1|x|≤ku

, u ∈ {R,A}. (4)

We use (wR, kR) = (5.7, 16) and (wA, kA) = (2.26, 4), in bins. The azimuth width is based on
the nominal 1.8◦ beamwidth and 0.9◦ sampling interval; the taper yields an effective width of ap-
proximately 1.64◦. The range width is selected by validation reconstruction performance because
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Figure 5: Point-reflector initialization. Object bounding boxes separate background and object re-
gions. Selected returns are projected into world coordinates and accumulated across training frames.
Dynamic returns are aligned by track translation and expressed in object coordinates. Deduplication
yields the initial static and dynamic reflectors.

the available specifications do not provide the range-response width. This is an empirical approxi-
mation, held fixed throughout scene optimization. Boreas provides no Doppler axis, so hD = 1.

B SCENE INITIALIZATION AND OPTIMIZATION

B.1 SCENE INITIALIZATION DETAILS

Figure 5 illustrates the initialization procedure. We initialize the scene using only training-frame
measurements and bounding boxes.

Object association and peak extraction. We associate bounding boxes across annotated frames by
extrapolating each bounding box from the previous annotated frame using a constant-velocity model
and matching it to the current annotations. Each resulting track receives a unique object index.

The annotated bounding box size defines an approximate object footprint, which we dilate by the
sensor PSF to obtain its measurement region. The static-background region is the complement of
these regions. On RADIal, for the background, we threshold the Doppler-averaged RA map. For
each dynamic object, we select the Doppler bin with the strongest response at its annotated location
and threshold that slice within its region. For Boreas, we select returns directly from the RA maps,
using annotated object regions for dynamic initialization and their complement for the static back-
ground. We project the selected cells onto the ground plane in world coordinates and accumulate
them across frames. Cells in overlapping regions contribute to each corresponding object.

Dynamic-peak alignment. Let zi(t) be a selected return associated with object j, and let p0,j be
its first training-frame annotated position. Using the initial track position pj(t), we align the return
and express it relative to the object-frame origin:

µi = zi(t)− pj(t). (5)

This initialization compensates for translation only, approximating the alignment of returns from
turning objects.

Deduplication and parameter initialization. We deduplicate static returns on a 0.5m voxel grid
and aligned dynamic returns on a 0.15m grid, separately for each object. Static reflectors retain
their world-space positions and receive qi = 0; dynamic reflectors use µi and receive qi = j. We
initialize the base reflected power to αi = 0.2 and all SH coefficients to zero, keeping the DC
coefficient fixed.

B.2 HYPERPARAMETER SELECTION

We select the interpolation-consistency weight λint and learning rates for reflector positions, opac-
ities, spherical-harmonic coefficients, and object tracks separately for each dataset using held-out
validation data. We use degree-three SH (K = 16). All remaining settings are fixed or data-derived.
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Table 3: Search ranges and selected hyperparameters.
Hyperparameter Range RADIal Boreas

Interpolation weight λint 10−3–1 0.1 0.01
Position LR (means lr) 10−5–10−2 0.0002 0.00005
Opacity LR (opacities lr) 10−3–1 0.02 0.02
SH LR (sh coeffs lr) 10−4–10−1 0.01 0.02
Motion LR (deform lr) 10−4–10−1 0.01 0.0005

We tune five optimization hyperparameters. Each grid contains ten 1-2-5 logarithmic values. We
sweep each hyperparameter independently while holding the remaining four at their pre-study val-
ues; the selections are therefore conditional rather than jointly optimal.

RADIal uses four held-out recordings. Boreas uses four held-out segments of a single annotated
recording, each separated from evaluation segments by at least 1,000 frames. Both datasets use
every fifth frame for validation.

We select using a composite of RA correlation, RAD correlation, and peak F1, standardized across
candidates within each window and averaged over the four windows. Boreas uses only RA correla-
tion and peak F1, as it has no Doppler dimension. For RADIal, candidates whose object recall falls
more than 0.05 below the best arm are disqualified.

We also compare per-window rank agreement. It confirms the interpolation-weight selection on
RADIal and all five selections on Boreas. For the four RADIal learning rates, rank agreement
disagreed or tied; after reviewing these results, we adopted the composite-score winners. Chosen
values can be seen in table 3.

B.3 DENSIFICATION

The final model uses residual-guided densification of the static background. Starting at step 1,000,
we perform densification every 200 steps until the end of training. At each event, we extract positive-
residual peaks within the ego-motion-compensated static-Doppler band, project them into world
coordinates, and remove duplicates and candidates within 1m of an existing reflector. We then add
the 1,000 strongest remaining candidates as static reflectors. We use a residual threshold of 0.05 and
limit the complete representation to 800,000 reflectors.

We evaluated densification in a 36-configuration sensitivity sweep on the same validation recordings
used for hyperparameter selection, disjoint from the evaluation sequences. Performance was stable
across the sweep, and we retain its central configuration for every setting.

C ADDITIONAL EXPERIMENTAL RESULTS

C.1 EVALUATION PROTOCOL

Implementation Details. We optimize DyRAD and DyRAD-static for 10k steps. For the baselines,
we use their published training schedules on Boreas; on RADIal, we train RadarSplat for 10k steps
and retain the published RadarFields schedule. All experiments run on a single NVIDIA GeForce
RTX 4090.

Reconstruction evaluation. We evaluate reconstruction using PSNR, SSIM, LPIPS, and Pearson
correlation ρ. Both datasets are evaluated in their native domain: RADIal is evaluated in the linear
amplitude domain and Boreas in the sensor’s log-compressed domain. PSNR, SSIM, and correlation
are reported over full measurements and object regions; LPIPS is computed over full RA and RAD
measurements only.

Approximately 97% of RADIal tensor bins lie at the noise floor, so agreement with the background
can dominate full-measurement scores. To examine this effect, we evaluate two structureless diag-
nostic controls using the same normalization, held-out frames, and scoring procedure as the recon-
struction methods. CONST predicts the median value of each reference RA map uniformly, while
ZERO predicts zero everywhere.
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Table 4: Structureless controls. Full-measurement RA reconstruction on held-out RADIal frames.
Mean ± sample standard deviation across ten sequences; best means, including controls, are bold.
Constant predictions are assigned ρ = 0 by the scorer.

Method PSNR [dB] ↑ SSIM ↑ LPIPS ↓ ρ ↑

DyRAD 25.78±1.09 0.690±0.025 0.234±0.017 0.612±0.031

DyRAD-static 25.16±1.15 0.686±0.025 0.249±0.021 0.533±0.055

RadarSplat 20.94±0.66 0.050±0.011 0.533±0.022 0.291±0.100

RadarFields 20.38±0.71 0.059±0.009 0.569±0.021 0.055±0.024

CONST 23.71±1.04 0.723±0.023 0.583±0.025 0.000±0.000

ZERO 20.44±0.65 0.032±0.004 0.597±0.024 0.000±0.000

Despite containing no scene structure, CONST achieves higher SSIM than every reconstruction
method and higher PSNR than both RadarSplat and RadarFields (Table 4). Thus, these metrics
alone do not establish that a reconstruction preserves radar structure.

LPIPS ranks all reconstruction methods above the controls on RA, although its separation is much
larger for DyRAD than for the prior baselines. Correlation measures agreement in spatial variation
independently of an affine intensity transformation; it therefore complements PSNR without mea-
suring intensity calibration. For constant predictions, where Pearson correlation is undefined, the
scorer assigns zero.

We consequently interpret PSNR and SSIM alongside correlation and LPIPS, and report object-
region scores to expose errors that full-measurement averages can conceal. Detection evaluation
further tests whether synthesized measurements preserve usable radar returns.

Detection evaluation. We apply the CFAR detector from RADIal’s original implementation, with
unchanged settings, to both measured and synthesized tensors. This evaluates compatibility with
the dataset’s native detection pipeline without detector-specific tuning. We then evaluate the result-
ing point clouds using metrics from RadarGen (Borreda et al., 2026), with return power in place of
calibrated RCS. Entire-area metrics comprise CD for spatial localization, CD-Full for joint distance
in normalized position, Doppler, and power, and IoU@1 m for spatial overlap. DA precision, re-
call, and F1 require agreement in position and both radar attributes. Maximum Mean Discrepancy
(MMD) measures distributional agreement separately for location, Doppler, and power, using five
multi-scale RBF kernels and fixed-seed subsampling to at most 2,000 points. Doppler comparisons
account for periodicity, with the DA Doppler threshold set to 10% of RADIal’s Doppler period.

Foreground metrics are averaged over annotated boxes. Hit rate measures the fraction of boxes
containing reference detections that also contain predicted detections; density similarity is the ratio
of the smaller detection count to the larger, with value one when both are zero. Both penalize
missing returns in reference-occupied boxes. We additionally report the number of boxes containing
predictions but no reference detections (FP boxes).

We omit conditional foreground CD, CD-Full, and MMD: the baselines miss most objects, leaving
these scores undefined or evaluated on a small detected subset. They therefore cannot support a
comparison across methods. We instead report foreground hit rate and density similarity, which
penalize missed objects. Tables report means and sample standard deviations across sequences, or
scene–offset pairs for synthetic evaluation.

C.2 ON-PATH EVALUATION

Tables 5 and 6 provide the full reconstruction and detection results for the on-path evaluation de-
scribed in Sec. 4.2. Figures 6 and 7 show qualitative comparisons on RADIal and Boreas, respec-
tively.

C.3 REAL-DATA OFF-PATH EVALUATION

Tables 7 and 8 provide the full reconstruction and detection results for the real-data off-path protocol
described in Sec. 4.2. Figures 8 and 9 illustrate the displaced renders and subsequent reconstructions
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Figure 6: Additional on-path examples on RADIal. Each row compares a held-out measurement
with the corresponding reconstructions, showing RA (left) and RD (right) projections within each
panel. Displayed correlations are computed separately for each projection. White boxes mark ob-
jects; insets enlarge selected RA object regions. DyRAD preserves object returns that the static
variant and baselines miss, even where the surrounding scene is reconstructed similarly.
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Table 5: On-path reconstruction: full results. Mean ± sample standard deviation across ten
RADIal sequences and three Boreas sequences. Best means within each projection are bold. ∗

denotes the ego-Doppler lift. LPIPS is not reported for RD.
Full Object

Method ρ ↑ PSNR [dB] ↑ SSIM ↑ LPIPS ↓ ρ ↑ PSNR [dB] ↑ SSIM ↑

RADIal — RAD reconstruction
RadarSplat∗ 0.068±0.028 23.56±0.85 0.215±0.006 0.634±0.008 −0.010±0.057 13.54±1.22 0.098±0.021

RadarFields∗ 0.015±0.009 23.13±1.23 0.203±0.012 0.637±0.007 −0.011±0.051 13.40±1.28 0.088±0.021

DyRAD-static 0.213±0.054 25.67±0.95 0.498±0.021 0.279±0.026 −0.013±0.072 13.76±1.24 0.199±0.035

DyRAD 0.272±0.062 25.88±0.95 0.502±0.022 0.275±0.025 0.658±0.070 16.97±1.06 0.374±0.028

RADIal — RA reconstruction
RadarSplat 0.291±0.100 20.94±0.66 0.050±0.011 0.533±0.022 −0.005±0.024 8.08±1.45 0.008±0.004

RadarFields 0.055±0.024 20.38±0.71 0.059±0.009 0.569±0.021 −0.004±0.063 8.18±1.43 0.019±0.007

DyRAD-static 0.533±0.055 25.16±1.15 0.686±0.025 0.249±0.021 0.021±0.088 8.70±1.56 0.232±0.058

DyRAD 0.612±0.031 25.78±1.09 0.690±0.025 0.234±0.017 0.827±0.087 14.93±1.89 0.568±0.097

RADIal — RD reconstruction
RadarSplat∗ 0.303±0.090 21.57±0.93 0.102±0.026 – 0.073±0.104 16.81±2.02 0.063±0.015

RadarFields∗ 0.131±0.062 21.44±0.93 0.129±0.036 – 0.019±0.063 16.87±2.06 0.098±0.043

DyRAD-static 0.375±0.064 24.78±1.68 0.611±0.038 – 0.073±0.084 18.56±2.39 0.438±0.111

DyRAD 0.476±0.067 25.33±1.70 0.620±0.040 – 0.564±0.100 20.79±1.95 0.558±0.086

Boreas — RA reconstruction
RadarSplat 0.666±0.036 23.92±1.07 0.446±0.044 0.411±0.005 0.178±0.249 19.61±3.23 0.273±0.121

RadarFields 0.279±0.078 19.96±0.84 0.147±0.011 0.518±0.016 0.016±0.128 16.99±1.92 0.041±0.041

DyRAD-static 0.749±0.018 25.31±0.90 0.482±0.037 0.304±0.011 0.278±0.217 21.13±2.89 0.372±0.087

DyRAD 0.752±0.017 25.36±0.90 0.484±0.038 0.305±0.010 0.622±0.130 24.78±0.54 0.565±0.129

Table 6: On-path detection on RADIal: full results. Mean ± sample standard deviation across ten
sequences. Best means, including ties, are bold. ∗ denotes the ego-Doppler lift.

Entire area

Method CD [m] ↓ CD-Full ↓ IoU@1 m ↑ Precision ↑ Recall ↑ F1 ↑

RadarSplat∗ 6.53±5.82 0.1668±0.0758 0.141±0.066 0.084±0.036 0.087±0.056 0.073±0.048

RadarFields∗ 6.97±0.96 0.1612±0.0521 0.037±0.012 0.015±0.006 0.019±0.010 0.016±0.007

DyRAD-static 4.71±1.29 0.0783±0.0117 0.188±0.043 0.169±0.055 0.099±0.034 0.123±0.041

DyRAD 4.01±1.02 0.0689±0.0092 0.238±0.040 0.233±0.051 0.149±0.037 0.179±0.041

Entire area Foreground

Method MMD location ↓ MMD Doppler ↓ MMD power ↓ Hit rate ↑ Density sim. ↑ FP boxes ↓

RadarSplat∗ 0.9263±0.4340 1.1820±0.8409 5.6300±0.6544 0.036±0.067 0.048±0.048 0.0±0.0

RadarFields∗ 0.5385±0.1566 1.3328±0.6162 4.7832±0.8515 0.269±0.245 0.153±0.121 0.0±0.0

DyRAD-static 0.5842±0.2191 0.2386±0.1191 0.7471±0.2970 0.070±0.083 0.047±0.057 0.0±0.0

DyRAD 0.4208±0.1425 0.1657±0.0741 0.5933±0.2082 0.907±0.086 0.583±0.099 0.3±0.5

at the original poses. On RADIal, RadarFields produces a near-constant reconstruction on one
sequence and an all-zero reconstruction on another; both are included in the reported averages.

C.4 SYNTHETIC OFF-PATH EVALUATION

Scene generation. We construct five scenes with crossing traffic, a curved road, sparse roadside
structure, a dual carriageway, and an urban canyon. Static structures and vehicles comprise world-
frame reflectors with positions, velocities, reflectivities, and surface normals. The scene evolves
independently of the sensor trajectory, allowing the same world state to be rendered from different
poses at each timestamp. Each sequence contains 40 frames at 0.1 s intervals.

The generator produces RADIal-format tensors with 512 range bins, 751 azimuth bins, and 16
Doppler bins, matching the real data; both are cropped identically to 447 range bins before train-
ing and scoring. These are generated together with sensor poses, ego velocities, and view-specific
vehicle annotations. Measurements use analytic sensor responses in the amplitude domain and log-
normal clutter. Doppler is wrapped to RADIal’s 1.7968m/s period; real DDMA demultiplexing
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Figure 7: On-path examples on Boreas. Held-out RA measurements and reconstructions displayed
in Cartesian bird’s-eye view. White boxes mark annotated objects; insets enlarge selected object
regions. DyRAD preserves object returns that the static variant and baselines miss, even where the
surrounding scene is reconstructed similarly.
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Figure 8: Off-path rendering and round-trip reconstruction on RADIal. Each panel shows RA
(left) and RD (right) projections. For each method, M0@T1 shows measurements synthesized along
the trajectory shifted laterally by 2m. A new model is fitted to these renders and evaluated at the
original poses (M1@T0), against the real measurements (GT@T0). White boxes mark annotated
vehicles. The values in the return panels report RA and RD correlations with the reference, respec-
tively.

artifacts are not reproduced. The benchmark therefore provides ground truth under an idealized
sensor model. We plan to publicly release the synthetic scenes and their off-path ground-truth mea-
surements to support reuse of the benchmark.

Evaluation protocol. Each method is fitted to the base trajectory and evaluated without refitting at
five displaced trajectories: lateral offsets of −1.75, +1.75, and +3.5m, and yaw offsets of +5◦ and
+10◦. Results are pooled over the 25 scene–offset pairs; the reported standard deviation describes
variation across scenes and views, not training seeds.

Full results. Tables 9 and 10 provide the full reconstruction and detection results. For object-
region RD metrics, the evaluation mask includes all Doppler bins at ranges occupied by annotated
vehicles; collapsing azimuth therefore also includes background returns at those ranges. The project
page provides videos of synthetic off-path sequences for all methods.
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Figure 9: Off-path rendering and round-trip reconstruction on Boreas. RA measurements
shown in Cartesian bird’s-eye view. For each method, M0@T1 shows the initial model rendered
along the trajectory shifted laterally by 2m. A new model is fitted to these renders and evaluated at
the original poses (M1@T0), against the real measurements (GT@T0). White boxes mark annotated
vehicles; ρ denotes correlation of the round-trip reconstruction with the reference.

Table 7: Real-data off-path reconstruction: full results. Results at the original poses after a 2m
lateral-shift round trip. Mean ± sample standard deviation across ten RADIal sequences and three
Boreas sequences; best means are bold. ∗ denotes the ego-Doppler lift. LPIPS is not reported for
RD.

Full Object

Method ρ ↑ PSNR [dB] ↑ SSIM ↑ LPIPS ↓ ρ ↑ PSNR [dB] ↑ SSIM ↑

RADIal — RAD reconstruction
RadarSplat∗ 0.076±0.032 23.92±0.85 0.217±0.006 0.634±0.008 −0.004±0.053 13.57±1.32 0.099±0.022

RadarFields∗ 0.023±0.018 24.43±0.75 0.217±0.006 0.638±0.008 −0.011±0.048 13.48±1.20 0.099±0.023

DyRAD-static 0.335±0.054 26.41±0.73 0.492±0.012 0.271±0.014 0.056±0.064 13.86±1.35 0.194±0.035

DyRAD 0.363±0.052 26.53±0.74 0.498±0.012 0.267±0.015 0.536±0.077 15.98±1.36 0.344±0.041

RADIal — RA reconstruction
RadarSplat 0.357±0.125 21.15±0.73 0.051±0.012 0.536±0.023 0.012±0.017 8.12±1.63 0.010±0.006

RadarFields 0.104±0.067 20.57±0.65 0.038±0.006 0.572±0.027 0.015±0.029 8.14±1.61 0.010±0.005

DyRAD-static 0.595±0.056 25.56±0.99 0.652±0.019 0.218±0.015 0.114±0.066 8.76±1.76 0.215±0.068

DyRAD 0.661±0.035 26.15±0.95 0.665±0.023 0.212±0.015 0.807±0.057 14.14±1.66 0.517±0.089

RADIal — RD reconstruction
RadarSplat∗ 0.301±0.115 21.50±0.94 0.091±0.023 – 0.063±0.098 16.93±2.05 0.058±0.014

RadarFields∗ 0.086±0.066 21.12±0.96 0.066±0.022 – 0.021±0.042 16.85±2.05 0.043±0.020

DyRAD-static 0.633±0.059 26.35±1.24 0.653±0.021 – 0.512±0.152 19.74±2.01 0.505±0.057

DyRAD 0.653±0.048 26.62±1.26 0.661±0.022 – 0.584±0.094 20.56±1.97 0.551±0.053

Boreas — RA reconstruction
RadarSplat 0.689±0.042 24.29±1.16 0.490±0.040 0.415±0.004 0.211±0.237 19.25±3.51 0.289±0.123

RadarFields 0.538±0.081 21.09±1.28 0.466±0.044 0.550±0.007 0.095±0.123 16.54±2.30 0.296±0.069

DyRAD-static 0.741±0.007 24.45±0.62 0.359±0.023 0.462±0.024 0.261±0.215 20.02±2.54 0.296±0.065

DyRAD 0.744±0.009 24.51±0.62 0.360±0.020 0.461±0.023 0.641±0.165 24.19±1.39 0.519±0.180

C.5 RUNTIME

We measure computational cost on RADIal using an otherwise idle NVIDIA RTX 4090 (Tab. 11).
DyRAD requires a median of 7.2 minutes for 10k optimization steps and 5.65ms to render a full
RAD tensor, with 1055MiB peak allocated GPU memory. Rendering measurements cover the com-
plete forward pass after warm-up, excluding loading and file output. The baselines render RA maps,
so their latency measures a different output. Training times follow each method’s stated budget.
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Table 8: Real-data off-path detection on RADIal: full results. Results at the original poses after
a 2m lateral-shift round trip. Mean ± sample standard deviation across ten sequences; best means
are bold. ∗ denotes the ego-Doppler lift.

Entire area

Method CD [m] ↓ CD-Full ↓ IoU@1 m ↑ Precision ↑ Recall ↑ F1 ↑

RadarSplat∗ 6.35±4.75 0.1699±0.0702 0.155±0.076 0.085±0.042 0.093±0.061 0.077±0.050

RadarFields∗ 9.19±6.07 0.2211±0.0962 0.072±0.045 0.198±0.353 0.033±0.026 0.027±0.020

DyRAD-static 3.47±0.61 0.0681±0.0101 0.239±0.036 0.221±0.051 0.205±0.036 0.210±0.042

DyRAD 3.25±0.57 0.0629±0.0085 0.268±0.034 0.251±0.049 0.227±0.034 0.236±0.040

Entire area Foreground

Method MMD location ↓ MMD Doppler ↓ MMD power ↓ Hit rate ↑ Miss rate ↓ Density sim. ↑ FP boxes ↓

RadarSplat∗ 1.0231±0.5973 1.2247±0.7808 5.7598±0.6720 0.064±0.065 0.936±0.065 0.058±0.038 0.0±0.0

RadarFields∗ 1.0864±0.4843 1.9832±1.1824 6.1715±0.7454 0.181±0.183 0.819±0.183 0.108±0.097 0.3±0.5

DyRAD-static 0.3965±0.1717 0.1867±0.0857 1.3521±0.2469 0.209±0.144 0.791±0.144 0.085±0.073 0.2±0.6

DyRAD 0.3534±0.1606 0.1749±0.0822 1.2026±0.2107 0.917±0.101 0.083±0.101 0.521±0.111 1.1±1.2

Table 9: Synthetic off-path reconstruction. Mean ± sample standard deviation across 25 scene–
offset pairs; best displayed means are bold. ∗ denotes the wrap-aware static ego-Doppler lift of RA
predictions. LPIPS is reported only for full RA and RAD.

Full Object

Method ρ ↑ PSNR [dB] ↑ SSIM ↑ LPIPS ↓ ρ ↑ PSNR [dB] ↑ SSIM ↑

RAD reconstruction
RadarSplat∗ 0.171±0.085 22.17±1.15 0.080±0.005 0.678±0.013 0.085±0.179 10.24±1.20 0.027±0.022

RadarFields∗ 0.035±0.024 22.39±1.18 0.075±0.001 0.703±0.013 0.086±0.171 10.44±0.99 0.022±0.005

DyRAD-static 0.297±0.158 23.94±0.58 0.290±0.014 0.522±0.047 0.161±0.270 11.14±1.32 0.121±0.045

DyRAD 0.324±0.153 24.06±0.55 0.291±0.014 0.516±0.045 0.356±0.151 11.89±1.49 0.215±0.073

RA reconstruction
RadarSplat 0.467±0.195 26.67±5.19 0.333±0.224 0.300±0.269 0.070±0.060 13.69±5.90 0.092±0.078

RadarFields 0.051±0.053 25.30±4.09 0.313±0.213 0.360±0.270 −0.005±0.018 13.22±5.49 0.028±0.026

DyRAD-static 0.514±0.239 28.38±4.45 0.635±0.215 0.255±0.216 0.106±0.143 13.80±5.72 0.103±0.071

DyRAD 0.574±0.227 28.85±4.54 0.640±0.215 0.247±0.217 0.593±0.237 17.39±3.38 0.542±0.126

RD reconstruction
RadarSplat∗ 0.299±0.154 21.78±4.38 0.142±0.094 – 0.209±0.140 20.42±5.11 0.091±0.065

RadarFields∗ 0.057±0.046 21.38±4.20 0.124±0.088 – 0.034±0.034 20.19±4.94 0.066±0.046

DyRAD-static 0.492±0.185 23.90±4.04 0.530±0.189 – 0.333±0.127 22.00±4.93 0.389±0.132

DyRAD 0.512±0.177 24.19±4.15 0.539±0.192 – 0.365±0.097 22.80±4.36 0.457±0.139

The two splatting methods have similar rendering latencies, with DyRAD’s modest overhead con-
sistent with motion evaluation and full-RAD synthesis. RadarFields has higher rendering latency,
consistent with its neural-field rendering approach.

D ABLATIONS

We evaluate the ablations using the RADIal on-path and off-path protocols, applying each ablation
in both fitting stages of the off-path cycle. The learned-extent ablation limits the representation to
300,000 primitives. We report mean ± sample standard deviation across ten sequences. Tables 12
and 13 report all on-path ablations; Tables 14 and 15 report the corresponding off-path results.

E SENSOR CONFIGURATION TRANSFER

We evaluate coarse-to-fine sensor-configuration transfer against linear upsampling of the same
model’s coarse renders. Both measurement configurations are derived from the same RADIal raw
ADC recordings; the scene and acquisition platform remain unchanged.
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Table 10: Synthetic off-path detection. Mean ± sample standard deviation across 25 scene–offset
pairs; best displayed means are bold. ∗ denotes the wrap-aware static ego-Doppler lift.

Entire area

Method CD [m] ↓ CD-Full ↓ IoU@1 m ↑ Precision ↑ Recall ↑ F1 ↑

RadarSplat∗ 5.14±0.69 0.1773±0.0351 0.185±0.093 0.090±0.051 0.132±0.091 0.106±0.065

RadarFields∗ 8.06±0.86 0.2104±0.0438 0.099±0.064 0.022±0.019 0.028±0.026 0.024±0.022

DyRAD-static 5.08±1.03 0.0885±0.0237 0.230±0.095 0.330±0.131 0.172±0.093 0.223±0.109

DyRAD 5.13±1.01 0.0884±0.0231 0.236±0.098 0.348±0.129 0.174±0.094 0.227±0.109

Entire area Foreground

Method MMD location ↓ MMD Doppler ↓ MMD power ↓ Hit rate ↑ Miss rate ↓ Density sim. ↑ FP boxes ↓

RadarSplat∗ 0.2278±0.0597 0.6362±0.3841 5.1296±1.0148 0.360±0.238 0.640±0.238 0.244±0.153 3.4±5.0

RadarFields∗ 0.3196±0.0521 0.7134±0.5546 5.9267±1.0330 0.305±0.199 0.695±0.199 0.220±0.111 5.0±7.4

DyRAD-static 0.5109±0.2132 0.6353±0.3296 1.8323±1.0790 0.224±0.132 0.776±0.132 0.240±0.214 0.7±0.8

DyRAD 0.5345±0.2215 0.6398±0.2961 1.7327±1.1115 0.746±0.222 0.254±0.222 0.341±0.155 4.9±4.5

Table 11: Computational cost on RADIal. Median training time, rendering latency, and peak
allocated GPU memory on an RTX 4090.

Method Training budget Train [min] Render [ms/frame] Peak [MiB] Rendered output

RadarSplat 10k steps 4.3 4.68 2138 RA map
RadarFields 800 iterations/image 1.4 15.10 4669 RA map
DyRAD 10k steps 7.2 5.65 1055 RAD tensor

Configurations. The native (fine) configuration uses 512 ADC samples per chirp and 256 chirps
per coherent processing interval. The coarse configuration retains 128 samples per chirp and 128
consecutive chirps, yielding fourfold coarser range resolution and twofold coarser Doppler resolu-
tion. The native and coarse RAD tensors contain 16× 447× 751 and 8× 112× 751 bins after range
cropping, respectively. The azimuth grid and Doppler wrap period of 1.7968m/s remain unchanged.
Both sets of measurements are processed directly from raw ADC; the coarse measurements are not
obtained by resizing native tensors.

Training and rendering. We fit a model to the coarse measurements for each of the ten sequences
in the RADIal on-path split, using 10k optimization steps. Initialization uses only the coarse train-
ing measurements, with configuration-specific normalization. For direct rendering, we replace the
coarse PSF and sampling grid with those of the native configuration, keeping all reflector and motion
parameters fixed. For linear upsampling, we render the same model under the coarse configuration
and interpolate along range and Doppler, using circular interpolation over the shared Doppler wrap
period.

Evaluation. Both outputs are evaluated against the same real held-out native measurements using
the same scorer. Table 16 reports reconstruction and detection results as means and sample standard
deviations across the ten sequences. Figure 10 compares the two rendering routes with the native
measurements.
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Table 12: Ablations on-path on RADIal: reconstruction. Mean ± sample standard deviation
across ten sequences; best displayed means, including ties, are bold.

Full Object

Method ρ ↑ PSNR [dB] ↑ SSIM ↑ LPIPS ↓ ρ ↑ PSNR [dB] ↑ SSIM ↑

RAD reconstruction
w/o Doppler 0.226±0.030 24.889±0.832 0.448±0.017 0.283±0.015 0.504±0.125 15.374±1.165 0.292±0.046

w/o Lint 0.221±0.089 23.988±1.510 0.511±0.024 0.277±0.019 0.667±0.087 17.038±1.082 0.383±0.039

Learned extent 0.263±0.020 26.114±0.977 0.535±0.018 0.567±0.012 0.610±0.090 16.801±1.322 0.360±0.049

Learned PSF 0.305±0.027 26.607±0.940 0.547±0.012 0.392±0.017 0.636±0.089 17.071±1.074 0.336±0.047

DyRAD 0.272±0.062 25.884±0.951 0.502±0.022 0.275±0.025 0.658±0.070 16.966±1.056 0.374±0.028

RA reconstruction
w/o Doppler 0.667±0.032 26.439±1.016 0.682±0.024 0.217±0.016 0.834±0.056 15.818±0.885 0.616±0.040

w/o Lint 0.393±0.106 21.395±1.806 0.566±0.023 0.243±0.012 0.790±0.114 14.036±1.939 0.465±0.120

Learned extent 0.600±0.046 25.707±1.109 0.721±0.018 0.477±0.017 0.783±0.075 13.415±0.987 0.494±0.066

Learned PSF 0.645±0.039 26.267±1.059 0.712±0.020 0.346±0.018 0.788±0.081 12.554±1.184 0.438±0.055

DyRAD 0.612±0.031 25.780±1.091 0.690±0.025 0.234±0.017 0.827±0.087 14.927±1.889 0.568±0.097

RD reconstruction
w/o Doppler 0.418±0.041 24.759±1.701 0.547±0.033 – 0.440±0.135 19.854±2.175 0.489±0.059

w/o Lint 0.333±0.135 21.824±1.721 0.554±0.041 – 0.510±0.177 19.669±2.453 0.487±0.094

Learned extent 0.460±0.043 25.422±1.786 0.663±0.035 – 0.500±0.111 19.677±2.273 0.539±0.104

Learned PSF 0.493±0.033 25.717±1.770 0.649±0.032 – 0.502±0.104 19.863±2.148 0.530±0.093

DyRAD 0.476±0.067 25.331±1.700 0.620±0.040 – 0.564±0.100 20.786±1.948 0.558±0.086

Table 13: Ablations on-path on RADIal: detection and Doppler. Mean ± sample standard
deviation across ten sequences; best displayed means, including ties, are bold. Doppler MAE is
peak-location error at annotated cars, in bins; it is reported here only for the Doppler-supervision
comparison.

Entire area Doppler

Method CD [m] ↓ CD-Full ↓ IoU@1 m ↑ Precision ↑ Recall ↑ F1 ↑ MAE ↓

w/o Doppler 3.663±0.660 0.069±0.006 0.240±0.049 0.142±0.025 0.153±0.031 0.144±0.021 1.843±0.585

w/o Lint 3.974±0.877 0.070±0.010 0.193±0.057 0.162±0.065 0.152±0.058 0.155±0.061 –
Learned extent 7.468±2.520 0.100±0.015 0.126±0.039 0.224±0.052 0.067±0.024 0.101±0.032 –
Learned PSF 6.302±1.762 0.114±0.025 0.112±0.032 0.243±0.031 0.058±0.022 0.089±0.028 –
DyRAD 4.008±1.021 0.069±0.009 0.238±0.040 0.233±0.051 0.149±0.037 0.179±0.041 0.732±0.290

Entire area Foreground

Method MMD location ↓ MMD Doppler ↓ MMD power ↓ Hit rate ↑ Miss rate ↓ Density sim. ↑ FP boxes ↓

w/o Doppler 0.541±0.254 0.471±0.166 0.834±0.301 0.909±0.099 0.091±0.099 0.530±0.107 0.200±0.422

w/o Lint 0.496±0.254 0.095±0.050 0.582±0.197 0.910±0.119 0.090±0.119 0.547±0.113 0.200±0.422

Learned extent 0.545±0.223 0.133±0.049 0.405±0.132 0.842±0.130 0.158±0.130 0.518±0.130 0.200±0.422

Learned PSF 0.694±0.361 0.529±0.215 1.001±0.351 0.891±0.118 0.109±0.118 0.396±0.102 0.200±0.422

DyRAD 0.421±0.142 0.166±0.074 0.593±0.208 0.907±0.086 0.093±0.086 0.583±0.099 0.300±0.483
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Table 14: Ablations off-path on RADIal: reconstruction. Results after the 2m lateral-shift cycle.
Mean ± sample standard deviation across ten sequences; best displayed means, including ties, are
bold.

Full Object

Method ρ ↑ PSNR [dB] ↑ SSIM ↑ LPIPS ↓ ρ ↑ PSNR [dB] ↑ SSIM ↑

RAD reconstruction
w/o Doppler 0.208±0.020 24.676±0.745 0.419±0.015 0.295±0.012 0.389±0.074 14.610±1.271 0.264±0.034

w/o Lint 0.447±0.062 27.153±0.913 0.548±0.016 0.252±0.017 0.549±0.046 15.890±1.401 0.356±0.053

Learned extent 0.313±0.031 26.712±0.880 0.551±0.020 0.609±0.013 0.424±0.080 15.574±1.204 0.307±0.045

Learned PSF 0.349±0.026 26.938±0.875 0.539±0.011 0.381±0.010 0.488±0.116 15.849±1.213 0.318±0.049

DyRAD 0.363±0.052 26.534±0.736 0.498±0.012 0.267±0.015 0.536±0.077 15.977±1.357 0.344±0.041

RA reconstruction
w/o Doppler 0.694±0.041 26.762±1.210 0.675±0.021 0.232±0.018 0.835±0.040 15.567±0.778 0.595±0.042

w/o Lint 0.655±0.054 24.655±0.928 0.556±0.023 0.203±0.014 0.818±0.049 13.590±1.775 0.438±0.083

Learned extent 0.640±0.024 26.190±1.056 0.729±0.017 0.532±0.022 0.732±0.083 12.712±1.390 0.413±0.082

Learned PSF 0.665±0.022 26.419±1.043 0.698±0.020 0.344±0.016 0.761±0.075 12.581±1.506 0.409±0.079

DyRAD 0.661±0.035 26.150±0.951 0.665±0.023 0.212±0.015 0.807±0.057 14.138±1.662 0.517±0.089

RD reconstruction
w/o Doppler 0.388±0.037 24.577±1.485 0.519±0.030 – 0.305±0.082 18.988±2.233 0.415±0.069

w/o Lint 0.746±0.029 25.604±1.008 0.596±0.032 – 0.679±0.073 20.264±1.756 0.526±0.051

Learned extent 0.550±0.034 26.010±1.690 0.689±0.032 – 0.523±0.114 19.682±2.194 0.551±0.092

Learned PSF 0.585±0.024 26.203±1.705 0.671±0.029 – 0.545±0.099 19.936±2.174 0.537±0.087

DyRAD 0.653±0.048 26.616±1.256 0.661±0.022 – 0.584±0.094 20.561±1.973 0.551±0.053

Table 15: Ablations off-path on RADIal: detection and Doppler. Results after the 2m lateral-
shift cycle. Mean ± sample standard deviation across ten sequences; best displayed means, includ-
ing ties, are bold. Doppler MAE is peak-location error at annotated cars, in bins; it is reported here
only for the Doppler-supervision comparison.

Entire area Doppler

Method CD [m] ↓ CD-Full ↓ IoU@1 m ↑ Precision ↑ Recall ↑ F1 ↑ MAE ↓

w/o Doppler 3.586±0.447 0.068±0.005 0.210±0.045 0.109±0.021 0.139±0.023 0.120±0.018 2.264±0.511

w/o Lint 2.676±0.565 0.063±0.010 0.335±0.057 0.292±0.055 0.305±0.062 0.296±0.057 –
Learned extent 9.419±3.427 0.113±0.020 0.091±0.042 0.192±0.077 0.047±0.023 0.074±0.034 –
Learned PSF 5.220±1.232 0.094±0.016 0.142±0.031 0.241±0.051 0.087±0.023 0.124±0.031 –
DyRAD 3.246±0.569 0.063±0.008 0.268±0.034 0.251±0.049 0.227±0.034 0.236±0.040 1.375±0.431

Entire area Foreground

Method MMD location ↓ MMD Doppler ↓ MMD power ↓ Hit rate ↑ Miss rate ↓ Density sim. ↑ FP boxes ↓

w/o Doppler 0.496±0.266 0.436±0.170 1.027±0.299 0.927±0.071 0.073±0.071 0.532±0.105 1.000±1.247

w/o Lint 0.295±0.222 0.080±0.035 1.588±0.376 0.944±0.083 0.056±0.083 0.450±0.118 1.700±1.889

Learned extent 0.794±0.349 0.117±0.021 0.370±0.082 0.587±0.255 0.413±0.255 0.328±0.143 0.200±0.422

Learned PSF 0.561±0.247 0.341±0.150 1.287±0.341 0.776±0.234 0.224±0.234 0.368±0.115 0.800±0.789

DyRAD 0.353±0.161 0.175±0.082 1.203±0.211 0.917±0.101 0.083±0.101 0.521±0.111 1.100±1.197
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Table 16: Coarse-to-fine configuration transfer versus linear upsampling. Both outputs use the
same coarse-trained model and are evaluated against held-out native measurements. Mean ± sample
standard deviation across ten RADIal sequences. Object metrics use annotated vehicle regions. Best
displayed means are bold. LPIPS is not reported for RD.

Full Object

Method ρ ↑ SSIM ↑ LPIPS ↓ ρ ↑ PSNR [dB] ↑ SSIM ↑

RAD reconstruction
Linear upsampling 0.329±0.021 0.595±0.014 0.540±0.008 0.556±0.044 12.87±2.70 0.315±0.058

Direct rendering 0.201±0.037 0.461±0.012 0.263±0.014 0.522±0.103 15.32±1.10 0.301±0.040

RA reconstruction
Linear upsampling 0.624±0.033 0.726±0.019 0.472±0.012 0.629±0.056 10.30±2.08 0.297±0.084

Direct rendering 0.501±0.035 0.549±0.015 0.166±0.011 0.528±0.144 11.15±1.03 0.285±0.070

RD reconstruction
Linear upsampling 0.516±0.046 0.666±0.040 – 0.513±0.058 19.82±2.35 0.536±0.097

Direct rendering 0.361±0.055 0.514±0.032 – 0.380±0.092 18.87±2.01 0.431±0.075

Detection
Method CD [m] ↓ IoU@1 m ↑ F1 ↑ Hit rate ↑ Density sim. ↑

Linear upsampling 7.27±1.71 0.103±0.035 0.101±0.038 0.906±0.124 0.339±0.077

Direct rendering 3.20±0.54 0.281±0.035 0.195±0.046 0.960±0.074 0.593±0.076

Measured Direct rendering Linear upsampling

Figure 10: Changing the measurement configuration of a reconstructed scene. Left: measured
native RA projection. Middle: the coarse-trained scene rendered with the native PSF and sampling
grid. Right: linear upsampling of the same scene’s coarse render. The bottom row enlarges the
dashed region; white boxes mark vehicles.
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